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tcgen05 2 —4 PTX % , BT NVIDIA FH# Blackwell GPU ( sm100 , EEFEEHE Y Blackwell B
sm120 8% ) £ Tensor Core, BiXEXER , HIKTEARLE CUDA C++ BLE PTX &/EHM Blackwell #72
, RE Ampere B4 alexarmbr # spatters B9%k#2 , Hopper 85 Pranjal W%, BRBECE—BE , ExXEKZE
3] tcgen05 , H7E M=N=K=4096 B [a B E T A E] CuBLAS 98% EEHTFE !

FitA B200 KE 7 Modal LK. XMNFERESZTEMNEE , HIHASUXFE Blackwell %[ T E N .
fRAJEABER Modal , th A BLiE#R EAtbiZft B200 V=¥ & , RENE-BXK.

REBHbiE ;- https://github.com/gau-nernst/learn-cuda/tree/3b90ac9b/02e_matmul_sm100/

Bl : AR E S 4 RERE R e A N

R A (RN MxK ) 5 B (PR KxN ) #85€ , BEIFIRA MxN BWHiE Co M EE , CHBITRHR
AW —1T5 B —5IH <R,

def matnmul (A: Tensor, B: Tensor, C. Tensor, M int, N int, K int):
for min range(M:
for nin range(N:
# initialize accunul ator
acc = 0

# doing dot product along K
for k in range(K):
acc += Alm k] * B[k, n]

# store result
dm n] = acc

AR, JLFFEEMRESIBLXAEMSR (tling ) AN, MTAREEEMIESR, 2HRSER AT B
BN—25 , NeqT— XN EREE B KEENMER, ShRL , XPATUEESR  RFAIHNEMNEAN
TEEZK T — tileo

def tiled_matmul (A: Tensor, B: Tensor, C. Tensor, M int, N int, K int):
BLOCK_M = 128
BLOCK_N = 128
BLOCK K = 64

for min range(0, M BLOCK M:
for nin range(0, N, BLOCK_N):
# initialize accunul ator
acc = torch. zeros(BLOCK_M BLOCK_N)

# doing mni matnuls along K

for k in range(0, K, BLOCK K):
# select tiles of A and B
Atile = Alm mBLOCK_M k: k+BLOCK_K] # shape [BLOCK_M BLOCK_K]
B tile = B[ k: k+BLOCK_K, n: n+BLOCK_N] # shape [BLOCK_K, BLOCK_ N]
acc += mni_matmul (A tile, Btile) # shape [BLOCK_M BLOCK_N]

# store result
Cm: m+ BLOCKM n : n + BLOCK_N = acc
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X B X B
loop loop
BK
\Z \4
K loop i K loop R
- } - BN
------------ BM
BK [T
M A C M A (o]
Naive matmul Tiled matmul
K-loop computes (1,K) x (K,1) = (1,1) K-loop computes (BM, K) x ( K,BN) = (BM,BN)
Each iteration computes (1,1) x (1,1) = (1,1) Each iteration computes (BM,BK) x (BK,BN) = (BM,BN)

WNRIERESE (£ ) BoRERERE (£ ) mEE.

DREEFREENRLER LA THRXABRSAIVER , BRALE - HESEFHRNER : Tensor
Core BREATM/NEREFESIZE , HILR Tensor Core X ARII RIB# TR , BB EHRMIEFRE, KR
NURESZEIR , - EHEEBANAZ LR

L EH Python RIBFIRR T 4ERETRE GPU AR EBEAL ., m M n AEBRELERZEHITIIT - BNLRE
AT —H BLOCK_M x BLOCK_N B#r , FHiEEL A Y BLOCK_M x K X1 B #1#9 K x BLOCK_N X1,
HELBRAEE , TAVE K 434K, tngk A ¥ B B9 tile , BE A Tensor Core HUITHEMERM (MMA ) ., B—K
NVIDIA GPU #E & B AT mEMItEH PTX EEH.

GPU 1% hngk !

Ampere (sm80) cp.async mma

Hopper (sm90) cp.async.bulk.tensor (TMA) wgmma.mma_async
Blackwell (sm100) cp.async.bulk.tensor (TMA) tcgen05.mma

MBEE L5 |, Blackwell WIERERZARSHILAHSBERATE,. REEBHN PTX S , REEBRKEHNZ
REH, £RKEBEHE—% : Wz TMA #9 cp.async.bulk.tensor,
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E il tcgen05 W

TMA 5 mbarrier A7}

Tensor Memory Accelerator ( TMA , SkE R ENIEES ) M Hopper IR 5| AWHFEH |, e B UMD FTESR S
ANt It E RN FME. LA, cp.async BNMEKERZRELRE 16 FTHME. HEZT , TMARA—1
LEMBEABEEXRPHME. E PTX H , TMA I BL cp.async.bulk ( 1D tile ) 1 cp.async.bulk.tensor ( 1D Z|
5D tile ) ¥

BE , RINEZVE— Tensor Map NE , &wB TMA RATHEBENEBAFMRIILZTRNF ; BT UR @K
Z , BIMNAERNEFR2RNF, X—FFEEENIRER CUDA Driver APl 5B

#i ncl ude <cudaTypedefs.h> // required for CUtensorMap
#i ncl ude <cuda_bf 16. h>

constexpr int BLOCK_M = 64;
constexpr int BLOCK_N = 64;
constexpr int BLOCK_K = 64;
constexpr int TB_SIZE = 128;

__global __

voi d kernel (
const __grid_constant__ CUtensorMap A_tmap,
const _ grid_constant__ CUtensorMap B_tmap,
nv_bfloat16 *C ptr,
int M int N, int K

) |

/1 we will cover this later.

}

/] forward declaration. we will cover this later.
void init_2D tmap(

CUt ensor Map *t map,

const nv_bfloat16 *ptr,

ui nt64_t gl obal _hei ght, uint64_t gl obal _width,

ui nt32_t shared_height, uint32_t shared_width
)

voi d | aunch(
const nv_bfloat16 *A ptr,
const nv_bfloat16 *B_ptr,
nv_bfloat16 *C ptr,
int M int N int K
)
/| prepare tensor map objects on the host.
CUt ensor vap A_tmap, B_tmap;
init_2D tmap(&A tmap, A ptr, M K BLOCK_ M BLOCK K);
init_2D tmap(&B tmap, B ptr, N, K, BLOCK N, BLOCK K);

const dinB grid(N/ BLOCK_N, M/ BLOCK_M;

// 1 Atile [BLOCK M BLOCK K] and 1 B tile [BLOCK_N, BLOCK K]
const int smemsize = (BLOCK_M + BLOCK_N) * BLOCK_K * sizeof (nv_bfl oat16);

kernel <<<grid, TB_SIZE, snmemsize>>>(A tmap, B tmap, Cptr, M N, K);
}

NS EERA const __grid_constant__ CUtensorMap fERRRERFFIRE K BEZBESH —HEARAK. YRATEE
BE£FEET , XERIR A M B #HR K-major , BAEIIHNFR S BB (M, K) / (BLOCK_M, BLOCK_K) # (N,
K) / (BLOCK_N, BLOCK_K), X#H#&ILFLEAEERE , WFSE PyTorch A nn.Linear() WE N AE | ELFH#
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https://docs.nvidia.com/cuda/cuda-driver-api/group__CUDA__TENSOR__MEMORY.html
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B AR A (batch_size, in_features) , EEFMHHINEF IR A (out_features, in_features) , EHITTER Y =
X@ W.To

init_2D_tmap() =X} cuTensorMapEncodeTiled() W& & 34% , ATENERAENREZINENHE , LREFE
REL K,

Global memory Shared memory
globalStrides[0] :|

(how many bytes to go to the next row,

tensorCoords|[0]

tensorCoords[1] v boxDim[0]

globalDim[1]
boxDim[1]

globalDim[0]

Tensor Map X &R& R KIS, globalDim, globalStrides 1 boxDim 4##3# Tensor Map X &M ; tensorCoords NI {TRHEL
cp.async.bulk.tensor , FSRiERE B4R 2D tile,

void init_2D tmap(
CUt ensor vap *t nap,
const nv_bfloat16 *ptr,
ui nt 64_t gl obal _hei ght, uint64_t gl obal _width,
ui nt32_t shared_height, uint32_t shared_width
) |

constexpr uint32_t rank = 2;

/1 ordering of dinms and strides is reverse of the natural PyTorch's order.
/1 1st dimis the fastest changing dim
uint64_t gl obal Dinfrank] = {gl obal _wi dth, global_height};

/1 global strides are in bytes.
/] additionally, the 1st dimis assuned to have stride of 1-elenent w dth.
uint64_t gl obal Strides[rank-1] = {global _width * sizeof(nv_bfloat16)};

/1 shape in shared nenory
ui nt32_t boxDi nf r ank] = {shared_wi dth, shared_height};
uint32_t elenentStrides[rank] = {1, 1};

auto err = cuTensor MapEncodeTi | ed(
t map,
CUt ensor MapDat aType: : CU_TENSOR_NMAP_DATA TYPE_BFLOAT16,
rank,
(void *)ptr,
gl obal Dim
gl obal Stri des,
boxDi m
el enent Stri des,
/1 you can ignore the rest for now
CUt ensor Mapl nt erl eave: : CU_TENSOR_NMAP_| NTERLEAVE_NONE,
CUt ensor MapSwi zzl e: : CU_TENSOR_MAP_SW ZZLE_NONE,
CUt ensor MapL2pronoti on: : CU TENSOR_MAP_L2_ PROMOTI ON_NONE,
CUt ensor MapFl oat OOBfi | | : : CU_TENSOR_MAP_FLOAT_OOB_FI LL_NONE
)

/1 check the returned error code

RX{E% : gau-nernst - REI SR BRE 6
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MEALERNZFER Tensor Map To BTAAER CUDA C++ MHRHHIX—F | BREESITFK, #TX
BAEZE PTX X4,

- BBHR  PTX XHT2XBRE TMA XNEF , MREIMINRE HE cp.async.bulk N TMA, £ , ZE
B PTX SHREBAII , XFEMEAEE,

- BMEML , EFRMKE BN LEEERER TRAREER , B PTX XHLERESIA CuTe /A —H#,

TMA JZ1T7E async proxy H. BFASRBREBCEHE async proxy WRTIE Y , ERHVEMNEREZL : M\ CUDA
Core RENMAET , TMA B—MEIMNIEEZ, XEKRE , BHRIER TMA BANEKE , IEBEAEH TMA
BRIV ERE | MATUERE PTX NFE—HMEER | HRTXENRNERS,

XERFBFERBIFA , RETARNFEEEE PTX XRETHNXETTLEERE, (REREEANE ,
NVIDIA #£# T mbarrier , itERAM AR EBEEE TMA @£, ERAZEFER TMA , KRBT,

__device__ inline
void tma_2d_gnenRsnen(int dst, const void *tmap_ptr, int x, int y, int nbar_addr) {
asmvol atil e("cp.async. bul k.tensor. 2d. shared: : cta. gl obal . nbarrier::conplete_tx::bytes [%], [, {%,
wsr], [%]:"
"r"(dst), "lI"(tmap_ptr), "r"(x), "r"(y), "r"(nbar_addr) : "nmenory");
}

__global __
voi d kernel (
const __grid_constant__ CUtensorMap A_tmap,
const _ _grid_constant__ CUtensorMap B_t map,
nv_bfloat16 *C ptr,
int M int N int K
) |
const int tid = threadldx.x;
const int bid_n = bl ockldx. x;
const int bid_m= bl ockldx.y;

/1 select the input and output tiles
const int off_m= bid_m* BLOCK_M
const int off_n = bid_n * BLOCK N,

/1 set up snmem

/1 alignment is required for TMA

extern __shared__ __align__(1024) char smeni];

const int A smem = static_cast<int>(__cvta_generic_to_shared(snmen));
const int B smem= A smem + BLOCK_M * BLOCK_K * sizeof (nv_bfl oat 16);

/1 set up nbarriers. to be covered

#pragma nv_di ag_suppress static_var_with_dynam c_init

__shared__ uint64_t nbars[1];

const int nbar_addr = static_cast<int>(__cvta_generic_to_shared(nbars));

/1 main loop, iterate along K dim
for (int iter_k =0; iter_k < K/ BLOCK K; iter_k++) {
/] only 1 thread in a threadbl ock i ssues TMA
if (tid==0) {
/'l specify the offsets in global nmenory to select the 2D tile to be copied.
/1 note that K dimgoes first, since it's the contiguous dim
const int off_k = iter_k * BLOCK_K;
tma_2d_gmenm2snen( A_smem &A tmap, off_k, off_m nbar_addr);
tma_2d_gnen2snen(B_snem &B_tnmap, off_k, off_n, nbar_addr);

/1 informmnbarrier how nuch data (in bytes) to expect.

/1 (and the TMA-issuing thread also "arrives" at the nbarrier - to be covered)

constexpr int cp_size = (BLOCK_M + BLOCK_N) * BLOCK K * sizeof (nv_bfl oat16);

asmvol atile("nbarrier.arrive. expect_tx.rel ease. cta.shared::cta.b64 _, [9®], %A;"
"r"(nmbar_addr), "r"(cp_size) : "nmenory");
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https://docs.nvidia.com/cuda/parallel-thread-execution/#tcgen05-canonical-layouts
https://docs.nvidia.com/cuda/parallel-thread-execution/#async-proxy
https://docs.nvidia.com/cuda/parallel-thread-execution/#memory-consistency-model
https://docs.nvidia.com/cuda/parallel-thread-execution/#parallel-synchronization-and-communication-instructions-mbarrier
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/1 wait for TMAto finish. to be covered

/1 issue tcgen05.mua. to be covered

}
}

XEXERZANBZERT , ERFENRAEREAIE  BRALAT., £ TMAXSREE | kL%
cp.async.bulk.tensor BI 7], EEZEH ZEME mbarrier , AR MAEBERAE,

« TX2BESIAPIXES, BE-—FSTHRERES , BRI PTX X , A Ctri+F #5RAT,

mbarrier N FTHEZERNFS , WE RN 64 1 , Bl 8 F17, RATLIEECHETERIR , EH NVIDIA AIgETERKE
P ERE RIS, mbarrier BRERFNITEL : arrival count ( BB, KBRTESLKEERTE)
F tx-count ( EHF1HE , ATREEHFZETEH) .

o FIB{t mbarrier B |, EEIREMHPIE . IMEBEFRENMNEDS AWEFELER. XTF TMA, RE—
MNEREKRE TMA |, AR mbarrier BIFREARIA T 2AIE1LR 1,

o BIRINAT arrive-on BE |, FENRITEE 2% M. mbarrier.arrive 1 tcgen05.commit.mbarrier::arrive::one &2
BEEBRER BT

o tx-count ERE. FRAIATELA expect-tx AL IME |, B0 mbarrier.arrive.expect_tx ; XI5 S E AT th £ R
FENRIT B, AL complete-tx BE#EEE , Hl#0 cp.async.bulk.shared::cta.global.mbarrier::complete_tx::b

yteso
o REYFREITEM tx-count FFRZIEZ 8T , 251 phase ( MTER ) FTE XK , mbarrier 31 REEEI#H AT — s R
SERHY phase.

X EBSSEXBNREF, TARAT TMA B K mbarrier #12R1LE R,

/] only 1 thread initializes nbarrier
if (tid == 0) {
/1 initialize with 1, since only 1 thread issue TMA

asmvolatile("nmbarrier.init.shared::cta.b64 [9®], %.;" :: "r"(nmbar_addr), "r"(1));
asmvol atile("fence.nbarrier_init.release.cluster;"); // initialized nbarrier is visible to async
pr oxy

}

__syncthreads(); // initialized nbarrier is visible to all threads in the threadbl ock

EE , __syncthreads() 2 —1MNAFRE . CHRRLERAMBLELAEBNATER , NE—LEBRPHEMERE
AR, XEMENRFHR , RREEXZAFEFHHIL mbarrier.
mErR, BNELAENAKE TMA H @ mbarrier 55 . F&F TMA T , EN T EF mbarrier ST X8I
phase, 7 , RMNFEEEEH 0, 1, 2, 3.......3X#H phase 75 , MEFEH phase parity , tHF2 0= 1 &
B

/] initial phase parity to wait for

int phase = 0;

/1 main loop, iterate along K dim

for (int iter_k =0; iter_k < K/ BLOCK K; iter_k++) {
/] issue TMA

/] wait for nbarrier to conplete the current phase
nbarrier_wait (nbar_addr, phase);

B3 {E%E : gau-nernst - RESRBRE 8


https://docs.nvidia.com/cuda/parallel-thread-execution/
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/1 flip the phase parity, so that we wait for the correct parity in the next iteration
phase ~= 1;

/1 issue tcgen05. ma

}
mbarrier_wait() 25T - B ERE L BEZE,

/1 https://github.com NVIDI A/ cutl ass/ bl ob/v4.2.1/include/cutlass/arch/ barrier. h#L408
__device__ inline
void nbarrier_wait(int nbar_addr, int phase) {
uint32_t ticks = 0x989680; // this is optional
asm vol atil e(
“{\n\t"
".reg .pred P1;\n\t"
"LAB_ VWAl T:\n\t"
"mbarrier.try_wait.parity.acquire.cta.shared::cta.b64 P1, [9®], %, %;\n\t"
"@1 bra.uni DONE;\n\t"
"bra.uni LAB_ WAIT;\n\t"
"DONE: \n\t"
nye
"r"(mbar_addr), "r"(phase), "r"(ticks)
)
}

FEXBREERELITANNKE , EXBRER PTX EMNER,
+ reg .pred P1; FEH—NBRAFFSR , HERN O H 1.

« @P1 RRNIBIAMIT : RE P1=1 i, & —But Bk E DONE #5% |, thF 2 warp NPT A BRI — Bk 5%,
AN, #BkE LAB_WAIT,

L LD ME—E , TMA RIBH R T EIXH,

/] set up nbarriers

#pragma nv_di ag_suppress static_var_with_dynam c_init

__shared__ uint64_t nbars[1];

const int nbar_addr = static_cast<int>(__cvta_generic_to_shared(nbars));

if (tid==0) {
asmvolatile("nmbarrier.init.shared::cta.b64 [9®], %.;" :: "r"(nbar_addr), "r"(1));
asmvol atile("fence.nbarrier_init.release.cluster;"); // visible to async proxy

}

__syncthreads(); // visible to all threads in the threadbl ock

/1 initial phase
int phase = 0;

/1 main loop, iterate along K dim
for (int iter_k = 0; iter_k < K/ BLOCK_K; iter_k++) {
/1 only 1 thread in a threadbl ock i ssues TMA
if (tid==0) {
const int off_k = iter_k * BLOCK K;
tma_2d_gnen2snen( A_snmem &A tmap, off_k, off_m nbar_addr);
tma_2d_gmenm2snenm(B_smem &B tmap, off_k, off_n, nbar_addr);

constexpr int cp_size = (BLOCK_M + BLOCK_N) * BLOCK K * sizeof (nv_bfl oat16);
asmvol atile("nbarrier.arrive. expect_tx.rel ease. cta.shared::cta.b64 _, [9®], %A;"
"r"(nmbar_addr), "r"(cp_size) : "nmenory");

}

/] wait for TMA to finish.
nbarrier_wait (nbar_addr, phase);
phase ~=1; [/ flip phase parity

/] issue tcgen05.mma. to be covered
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https://docs.nvidia.com/cuda/parallel-thread-execution/#predicated-execution

B200 GEMM | & iR A8 Acquire-Release i& X

..
MAEFER , A TMA RERAFKE , WE? AFE/LK PTXES , BINEL-EHMANENREE

Acquire-Release & X

EH A tcgen05 281 , BRI — 2BTEN4E Acquire-Release 1B X, tiFRIEREER , RITHEBLX AXEFEH
TIXFiE Yo

» mbarrier.try_wait.parity{.acquire}.cta.shared::cta.b64
» mbarrier.arrive.expect_tx{.release}.cta.shared::cta.b64

BN .acquire f .release B AEEIIRT , ETHRIARSFXAEBNEY , RERBEIESINERE T HK, XK
FRZEREZ GPU HIP NZMEZ7 : B GPU EZNEiHEAT , Acquire-Release IEXRAHEXEE, HEZ
AN EEPESEFHENER , LS % Dave Kilian BEESRIFNXE,

Bl 83k % , Acquire-Release EEXTH%EI: D EFEEL TR Release ZHIMPATEERE , JEBRELESF Acquire Z2J5
HWFFEIRETTI, £ TMA B8 | XEZEBKE mbarrier_wait() —BEERK , B2 mbarrier.try_wait JRE 1 , &
MHMEETE TMA FHEL TR , LB HRZANFEMNIRIE ( HIW0 tcgen05.mma , HRE R LN HRZHFINER
Id.shared ) #RaEE BIHZF IR

RELEASE

TMA-issuing thread
(produger) IA—0| IB—0| ’—| W‘ E‘ Program order;

o Anything from here will Dcp.async.bulk.tensor
spin until 1 is returned  ACQUIRE observe A0 and BO

m m m m m Program order Dmbarrier.arrive.release

Dmbarrier.try_wait.acquire

MMA-issuing thread : ob d
(consumer) e D serve tcgen05.mma
e B BN 88 memory order 9
We don't know if AO or BO arrives first. ' We have no guarantee 4

Only that both A0 and BO are observed on A1 and B1
by tcgen05.mma

TMA 4£7= &5 tcgen05 JE# & Z BH Acquire-Release i& Lo

PTX X#5# mbarrier.try_wait — T 8 XN T X — K , AT B EK The following ordering of memory
operations...” X A%,

EE XMW phase F , CTA IS ELBRIRBERFINF , £EH release & L H mbarrier.arrive ZBIE KR8,
fE R — mbarrier 3 REVEEP cp.async.bulk FHIRME |, BEWRITER , ANRTESFESHEETL

NFIZE&ERBEFIRF , £ EF release i& X B mbarrier.arrive Zf&. mbarrier.test_wait Z Bl &R B A 17
iE , AR A R,
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https://gau-nernst.github.io/amd-a2a/
https://gau-nernst.github.io/amd-a2a/#acquire-release-semantics
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https://davekilian.com/acquire-release.html
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B200 GEMM | & iR A8 f#1E tcgen05

fi#33E tcgen05

TREET TR GPU KN MMA S 2R —£X5),

GPU 4% MMA E+ AB AN E C/D &L E &K BF16 MMA ik ( 84
CTA)

Ampere (sm80) mma ERca EFiFeR m16n8k16

Hopper (sm90) wgmma.mma_async HERF e m64n256k16

Blackwell (sm100)  tcgen05.mma HERF) Tensor Memory m128n256k16

(*) 7£ Blackwell £ , A 8 AT By F Tensor Memory A,

« BEEEMR , MMAK BAR 32 % , M MMA_M #1l MMA_N NI Z&Z8 K, XBREE : XHTIREST
MMA EESHEREE K BRERNITETRLSZIRNFEMIARE,

BiegmEmaA TMA fF A f1 B BB HZERNF. BT tcgen05.mma EFERERXZENF , FTREFIEEA]
B FEFESRP , T ldmatrix IHBALT. ATEBMMA LR | FEMFEA Tensor Memory : X2 Blackwell
FEITRSIAN—EFRNE. Tensor Memory AEN 128x512 , BANTER 32 v , EF A LEK FP32 =
INT32 8. FALSXMHEYEESE

2B (tcgenO5.alloc ) AFIANE, BAFHR , BRAoRLELTELE 128 17,

1 ( tcgenO5.dealloc ) » IR HBI AR BI DB HNZE , RETFTSBREIB K.

EMRFEHRAR

tcgen05.1d : M Tensor Memory I 2|&F 785, BHYE epilogue R ZEl,

tcgen05.st : MEFFEEE A Tensor Memory,

tcgen05.cp : NHEZERFEHIZ| Tensor Memory.

ERBF A Tensor Memory WA BLSBHE , M TR,

#pragma nv_di ag_suppress static_var_with_dynami c_init
__shared__ uint64_t nbars[1];
__shared__ int tnmemaddr[1]; // tmem address is 32-bit

if (tid==0) {
/1 lane0 of warpO initializes nbarriers (1 thread)
asmvolatile("nbarrier.init.shared::cta.b64 [99], %;" :: "r"(nmbar_addr), "r"(1));
asmvol atile("fence.nbarrier_init.rel ease.cluster;");
} else if (warp_id == 1) {
/] one full warp allocates tnmem
/1 tcgenO5.alloc returns tnem address in shared nenory
/1 -> we provide an snmem address to the instruction.
const int addr = static_cast<int>(__cvta_generic_to_shared(tnmem.addr));
asmvol atile("tcgen05. all oc.cta_group::1.sync.aligned.shared::cta.b32 [9®], %.;" :: "r"(addr),
"r" (BLOCK_N));
}

/1 meking not only initialized nbarriers, but also the allocated tnmem
/1 visible to all threads in the threadbl ock.
__syncthreads();

/1 read tnmem address, which has the value of 0.
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const int taddr = tnmem.addr[0];

/1 main | oop
/1 make sure epilogue finishes using tmem

/1 tmem deal | ocation is also issued by one full warp
if (warp_id == 0)
asmvol atil e("tcgen05. deal l oc. cta_group::1.sync.aligned.b32 %, %.;" :: "r"(taddr), "r"(BLOCK_N));
o HH tile WHIR A [BLOCK_M, BLOCK_N], fB&i& BLOCK_M <= 128 , {1 o &t BLOCK_N %I,
- REBRVEKLR , taddr ZRE , ELEAREBENEG AP RSB XN RIXH, Hit , B4R L0208
tcgen05.alloc IREIME , HBREE RN 0,

BETRATHRIHFZAN MMA BT, U THABEREEEB tcgen05.mma B PTX 3,

t cgen05. mma. ct a_gr oup. ki nd [d-tnen]j, a-desc, b-desc, idesc,
{ disable-output-lane }, enable-input-d {, scale-input-d};

S WA

d-tmem BITESRELEY Tensor Memory #iit , A FEREMNE.

a-desc M b-desc HERNFERF (6412 ) , HRARNBERAZAFFNER,

idesc ETHRAF (321) , B MMA EBETHEEML | MBEXRE, MMA R, BER
BHE,

enable-input-d —/MBlEEFSR , BERSEM, MHiITD=A@B, 2 D=A@B+C,

scale-input-d A2 WHFRAFEE.

idesc LRI R , PTX XHEHRT —KEX-—BRENR. WRFEEZFEE , IUERSEE,

constexpr uint32_t i_desc = (1U << 4U) /1 dtype=FP32
| (1U << 7Y /] atype=BF16
| (1U << 10V) [// btype=BF16
| ((uint32_t)BLOCK N >> 3U << 17U) // MVA N
| ((uint32_t)BLOCK M >> 4U << 24U) [/ MVA M

+ tcgen05 XFBRAH MMA IR |, FRAZDEHBIMER , RETFTHELEHR BLOCK_M/BLOCK_N 3 MMA
PR, BRI , AL BLOCK M & 128 , M BLOCK_N AJBAENAFEN 256 HEIEE.

a-desc f b-desc MIERFRT . ETHERBEA] , BIMNEEFFEHA tcgen05.mma PEALERN, 5 TMA £,
tcgen05.mma th A —PMEELE, ERE— R tcgen05.mma WERIER , FEEFF tcgen05.commit 5—
mbarrier X RESEH,

/1 main loop, iterate along K dim

for (int iter_k =0; iter_k < K/ BLOCK K; iter_k++) {
/] only 1 thread in a threadbl ock issues TVA
if (tid==0) {

}
/1 wait for TMA to finish.

nbarrier_wait (nbar_addr, phase);
phase *= 1; [// flip phase parity
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/1 not sure if we need this. taken from DeepGEMM

/1 https://github. conl deepseek- ai / DeepGEMM bl ob/ 9b680f 42/ deep_germmt i ncl ude/ deep_germ i npl s/ sml00_bf 16
_genm cuh#L289

asm vol atil e("tcgen05.fence::after_thread_sync;");

/1 only 1 thread issues tcgen05. mma
if (tid==0) {
auto make_desc = [](int addr) -> uint64_t {
/1 to be inplenented

}s

/1 manual ly unroll 1st iteration to disable accunul ation
tcgenO5_nme_f 16(taddr, neke_desc(A_snen), neke_desc(B_snem), i_desc, iter_Kk);
for (int k = 1; k < BLOCK_ K/ MVA K; k++) {
/] select MVAtile of A and B
uint64_t a_desc = nake_desc(A snmem + k * MVA_K);
uint64_t b_desc = nake_desc(B_snem + k * MVA K);
tcgen05_ma_f 16(taddr, a_desc, b_desc, i_desc, 1);
}

/1 use the sane nbarrier to track the conpletion of tcgen05. nma operations
asmvol atile("tcgen05.conmt.cta_group::1l.nmbarrier::arrive::one.shared::cluster.b64 [99];"
"r"(nmbar_addr) : "nenory");
}

/1 wait for MMA to finish

nmbarrier_wait (nbar_addr, phase);

phase ~= 1; [// flip the phase
}

BREIEZHNEERFT. RS PTX XRENX—F2HNHARIBRY S AR, (REBITEHAMNGERS ,
URENE PTX XA NET ., HFERIMEEMEA swizzle, H#EH A 1 B # 2 K-major , Rt NEEX MiX
LEXHHNET,

FHEFTRE (LBO) ‘IR 128 U TEEBEPA —LHAEREH | 8x2 tile NE—FIZIEZFIN T,
SiREEFTRE (SBO) “MBI 8 TEIE 8 THRB,

XEFRZAARE? | RABRT —B/NIWERER | B REFRXLEHMARIE, Pranjal B Hopper B2 E#ZFEH
128 F17 swizzle B TMA , AL EFWHEAFERFTER TENXHRER swizzle BER

o XERI% tcgen05 W THEHFXE wgmma REELL, K2 BI&E Hopper WEALK , i EBFAREXAD
BRIZREKIL.

o WASKTALUEEXA 128B swizzle , ik Pranjal WRBER THZR, ERXE , FEENRERMENR
AR, URIMFERBIARZENFRREF , MAZEME swizzle REHPRH,

RUEIHEBEBRX—aNER. SAZENNE , RE Modular B9 Blackwell GEMM RIIE —FE1E%E | BHE
BT — N RENXEBS : Core Matrix.

tcgen05.mma FFE—NREH 8x16B 1y , Bl 8 7. 81T 16 F 1. Modular EEEHFE N Core Matrix ,
EBIXNRIEXRE Colfax Research #§ WGMMA X E |, B PTX X EET A SREITE, I, SRT3EN
£, RETHEXMEEEEAWH, TEEM , LM LBO M SBO EXHHI“8x2 tile™128 I TEKH"F1"8 177,
EM AR R IX N Core Matrixo

- 128 fuFT 16 F1i,
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« 8x2tile M 8 17 , TAREXI B Core Matrix B 8 1T,

. 8x2tile SR 32 FHWHRE , WHFET MMA IRREI K £ X/ ; 3 BF16 MERE k16, XRIHRE ? AT

=
Eo

+ Core Matrix B9 2R F K/ B & Idmatrix —F,

XERERZT  ELORYMBIXAEMN, LA, EX LBO M SBO WIEMEM T BT,

LBO =16B

E— BLOCK_K

€ 16-but
1 W

SBO

= 8 x BLOCK_K x sizeof(nv_bfloati6) | &™"S
BLOCK_M

Shared memory of tile A

FE&Z4IX LBO 1 SBO MEEfE, BN tile HRHEZERAFHRALREMR tile WY — Core Matrix.

X F AR A [BLOCK_M, BLOCK_K] B9 BF16 tile , ZA TG H 5 K [8, 8] B F tile, LBO 2“8x2 tile ME—FIFIZE
ZHNSEK, FERR 16 F1. SBO 2‘MaI 8 175 8 1THmE” , Eitk" 8 x BLOCK_K x
sizeof(nv_bfloat16) , BN ¥ [BLOCK_M, BLOCK K] tile WZ 8 TEEXAZFET, EERXMNEREHTHR
5,
auto make_desc = [](int addr) -> uint64_t {
const int LBO = 16;
const int SBO = 8 * BLOCK_K * sizeof (nv_bfl oat 16);

return desc_encode(addr) | (desc_encode(LBO) << 16ULL) | (desc_encode(SBO) << 32ULL) | (1ULL << 46ULL);
b

A, ERE2EN | MBRERA PTX X, KILTHEMAE ( Canonical layouts ) FiEH, HAP—EEIT,

o BiX—Hat , REEELRI T epilogue , UEREFALERNWERE. T3 , A TREXENRWIESR ,
epilogue BEIEEH W,
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o 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

0 0 1 2 3 64 65 66 67 | 128 | 129 | 130 | 131 | 192 [ 193 | 194 | 195

1 1 5 6 7 68 69 70 71 | 132 | 133 | 134 | 135 | 196 [ 197 [ 198 | 199

2 8 9 10 11 72 73 74 75 | 136 | 137 [ 138 | 139 [ 200 | 201 | 202 | 203

3 12 13 14 15 76 7 78 79 | 140 | 141 | 142 | 143 [ 204 | 205 | 206 | 207

4 16 17 18 19 80 81 82 83 | 144 | 145 | 146 | 147 | 208 | 209 | 210 | 211

5 20 21 22 23 34 85 36 87 | 148 | 149 | 150 | 151 | 212 | 213 | 214 | 215

6 24 25 26 27 38 89 90 91 | 152 | 153 | 154 | 155 | 216 | 217 | 218 | 219

7 28 29 30 31 92 93 94 95 | 156 | 157 | 158 | 159 | 220 | 221 | 222 | 223

8 32 33 | 34 35 | 96 97 | 98 | 99 | 160 | 161 | 162 | 163 | 224 | 225 | 226 | 227

9 36 37 38 39 | 100 | 101 | 102 | 103 | 164 | 165 [ 166 | 167 | 228 | 229 | 230 | 231

10 | 40 41 42 43 | 104 | 105 | 106 | 107 | 168 | 169 | 170 | 171 | 232 | 233 | 234 | 235

11| 44 45 46 47 | 108 | 109 | 110 | 111 | 172 | 173 | 174 | 175 | 236 | 237 | 238 | 239

12 | 48 49 50 51 | 112 | 113 | 114 | 115 | 176 | 177 | 178 | 179 | 240 | 241 | 242 | 243

o
o

13| 52 53 54 116 | 117 | 118 | 119 | 180 | 181 | 182 | 183 | 244 | 245 | 246 | 247

14 | 56 57 58 59 | 120 | 121 | 122 | 123 | 184 | 185 | 186 | 187V | 248 | 249 | 250 | 251

15 | 60 61 62 63 | 124 | 125 | 126 | 127 | 188 | 189 [ 190 | 191 | 252 | 253 | 254 | 255

K-major. 7c swizzle, TF32 BiEXEEMAEH/F. KIR : NVIDIA PTX X4,

EHRHEe, HFNIMEIRKRAL , HFEE, BIAEYERS , BMNREBEMBE ? XHREE , EAS
LBO=64"sizeof(tf32) , SBO=32*sizeof(tf32) , {BE N FKiXx 4 [BLOCK_M, BLOCK K] tile , RIZmMAitE ? i &2
RERMAEESY CuTe WHRRRBERERBRRAR , TETEXER,

FKEZE Modular WEE |, FEFXHE—a1iE,

Heh | 5%l Core Matrix ( 8x1 ) BIZEEERZNEFEHRELEEK.

X—ZRHEAKIE | 1 8x16B tile BAVELEFH , BRR SIWELM 128B. XHER—IPERLR : RIIFE
HXEANMBEXEZENFFNFR,
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Global memory Shared memory 16B
Before After
Rows of each 8x16B tile Rows of each 8x16B
BM are NOT contiguous tile are contiguous
8x16B h
BM BK
BK
BM x (BK / 16B)

WMEAF S/ [BLOCK_M, 16B] 15 , Bt FeEBEEAZ—IX 2D TMA, —NMIEN I ERZXRERE 2D TMA |
HEFMIEE BLOCK_K/ 16B )X, X2 Modular ERXAN AR,

EHEN A BAERERR. I8, 8/ 8x16B tile WEH SFE—RELENF.

/1 host: encode 2D tensor map for A and B

/1 (only Ais shown bel ow)

constexpr uint32_t rank = 2;

ui nt 64_t gl obal Di n{ r ank] ={8, M; // 8 is eight BF16 elements = 16 bytes
uint64_t global Strides[rank-1] = {K * sizeof (nv_bfloat16)}; // in bytes

ui nt32_t boxDi nf r ank] = {8, BLOCK_M;

/1 device: issue nultiple 2D TMAs
for (int k =0; k < BLOCK K/ 8; k++) {
/] select K global offset
const int off_k = iter_k * BLOCK K + k * 8;

/1 A _smem and B_snem are raw shared address, with type int.

/] each TMA copies [BLOCK_M 16B] of A -> (BLOCK_M * 16) bytes.

/1 we index into the destination appropriately.

tma_2d_gmen2smen(A_smem + k * BLOCK_ M * 16, &A tmap, off_k, off_m nbar_addr);

tma_2d_gnen2snmen(B_smem + k * BLOCK_N * 16, &B_tmap, off_k, off_n, nbar_addr);
}

B—MHERER 3D TMA.

Tile 4R ( boxDim ) 2RANESK A

[BLOCK_M, BLOCK_K] K, 1] LER tile ELRAFEFHNERBME.
[BLOCK_M, BLOCK_K/ 8, 8] K, 8, 1] e —MNEERT

[BLOCK K/ 8, BLOCK_M, 8] [8, K, 1] RIRBIANEE
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AE CAETMAAF  HEXNFEFRREXRAATERRNBRELEGR  BIVSEEEAHABERZENENS K,
Ht , [BLOCK_K /8, BLOCK M, 8] ¥R = FTEMNME : HIELHA [BLOCK_M, 8] tile K., ElIXE{RtLEEF
Hi , Tensor Map F#Y globalStrides H F~ER & iFi% 18,

/1 host: encode 3D tensor map for A and B

/1 (only Ais shown bel ow)

/'l everything is in reverse order of what is shown in the table above.
constexpr uint32_t rank = 3;
ui nt 64_t gl obal Di nrank]
uint64_t gl obal Strides[rank-1]
ui nt 32_t boxDi n rank]

{8, M K/ 8};
{K * sizeof (nv_bfloat16), 16}; // in bytes
{8, BLOCK_M BLOCK K / 8};

/'l device: issue a single 3D TMA

const int off_k = iter_k * BLOCK K;

tma_3d_gnen2snen( A_smem &A tmap, O, off_m off_k / 8, nbar_addr);
tma_3d_gmen2snenm(B_smem &B tmap, 0, off_n, off_k / 8, nbar_addr);

& 3D TMA 5.2 2D TMA SR B AKX 5, EZMT AIAER PTX X4,
BEZISHE LBO 1 SBO , MELATFAILRBE T,

Logical layout Physical layout
SBO=8x 168 |

BM LBO =BM x 16B

.V

D —
MMA_K = 32B

A
A 4

BK

Only show the first 2 slices
for brevity

#3f LBO M SBO MYEHEME, LBO ATBHET—MIFH5 , ™ SBO ATEEFER 15 HH T —1 8x16B tile.

iBfE , MMA K840 32 71 , ALRERNRE 16 FHH . 8% MMA ESHREENEX A M HHE
EBE ; TRAAMELKIBIHFHN S MMAM TTEUVNF BLOCK M , R X T #i{L , 1%KL T BLOCK_M
= MMA_M = 128,

Bt , RI1E T A# tcgen05.mma K TEAB,
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if (warp_id == 0 & elect_sync()) {
auto make_desc = [](int addr, int height) -> uint64_t {
const int LBO = height * 16;
const int SBO =8 * 16;
return desc_encode(addr) | (desc_encode(LBO) << 16ULL) | (desc_encode(SBO) << 32ULL) | (1ULL <<
46ULL) ;
I

/1 manually unroll 1st iteration to disable accunul ation
tcgen05_mmue_f 16(taddr, neke_desc(A smem BLOCK_M, make_desc(B_smem BLOCK_N), i_desc, iter_k);
for (int k = 1; k < BLOCK_K / MVA_K; k++) {
/1 select the [BLOCK_M 32B] tile for MVA
/1 which consists of two [BLOCK_M 16B] tiles.
uint64_t a_desc = nake_desc(A snem + k * BLOCK_M* 32, BLOCK_M;
uint64_t b_desc = nake_desc(B_snem + k * BLOCK_N * 32, BLOCK_N);
tcgen05_mmue_f 16(taddr, a_desc, b_desc, i_desc, 1);
}
asmvol atile("tcgen05.conmit.cta_group::1.nbarrier::arrive::one.shared::cluster.b64 [%9];"
:: "r"(nbar_addr) : "menory");
}

EREMARNRE —RPE , A tcgen05.1d 4R E epilogue , R ERBEEBM . Tensor Memory #—4
B2 , 5 warp REgErR B —249 . FH MMA_M=128 # .cta_group::1 B , BATHARXS R Layout
Do

B Matrix
OtoN-1
vos: |
M 32-63 warp-rank % 4 ==
A Matrix M 64-95 warp-rank % 4 == 2
M 96-127 warp-rank % 4 ==

tcgen05 B IEEEE Layout Do 3KJR : NVIDIA PTX X4,

3 =

XERE , RRAKE TMA ]l MMA REE— warp , BIHWARZNDAZEDEE 4 4 warp, B4 warp #HEJLT
tcgen05.1d XX AIIE |, X BEFEHE LK .32x32b,
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32-bits
lane % 32
0 TO:r0 TO:r1
1 T1:r0 Tl:rl
2 T2:r0 T2:rl
3 [ w0 T |
4 T4:r0 Td:rl
5 T5:r0 T5:r1
6 T6:r0 T6:rl1
) [0 e |
8 T8:r0 T8:r1
9 T9:r0 T9:r1
10 T10:r0 T10:r1
11
12 T12:r0 Ti2:rl
13 T13:r0 Ti3:rl
14 T14:r0 Ti4:rl
i [msi0 s |
16 T16:r0 Ti6:rl
17 T17:r0 Ti7:rl
18 T18:r0 T18:rl
w [oi0 mein |
20 T20:r0 T20:r1
21 T21:r0 T21:r1
22

P
w

24 T24:r0 T24:r1
25 T25:r0 T25:r1
26
27
28
29
30
31
*lTP )

tcgen05 K9 .32x32b 4BFF K k. SRiF : NVIDIA PTX 344,

fEF x8 fFReY , ML 8 MELM FP32 EE , BFHEKRHAITER 8 M BF16H , # 16 T, X
HHEEER 16 ZTFMES  REXEBANATERESH M.
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/1 this is required before tcgen05.1d and after tcgen05. ma

/1 to formcorrect execution ordering.

/1 see https://docs. nvidia.conm cudal/ parall el -thread-execution/#tcgen05- nmenory- consi st ency- nodel - canoni ¢
al - sync- patterns-non-pi pel i ned-di ff-thread

asmvol atile("tcgen05. fence::after_thread_sync;");

/1 load 8 colums fromtnemat a tine -> store 16 bytes per thread to snem
for (int n =0; n < BLOCK_ N/ 8 n++) {
/1 https://docs. nvidia.con cuda/ parall el -thread-execution/#t cgen05-dat a- pat h-1 ayout -d

/1 Layout D

float tnp[8];

const int row = warp_id * 32;

const int col =n * 8;

const int addr = taddr + (row << 16) + col; // 16 MSBs encode row, 16 LSBs encode col um.

asm vol atlle( tcgen05. 1 d. sync. al i gned. 32x32b. x8. b32 {%0, %, R, 9B, %, %, %6, %}, [98];"
"=t (tmp[0]), "=f"(tnp[1]), "=f"(tnp[2]), "=f"(tnp[3]),
“=tr(tnp[4]), "=t (tnp[5]), "=f"(tnp[6]), "=f"(tnp[7])
"r"(addr));

/1 wait for the conpletion of tcgen05.1d
asmvol atile("tcgen05.wait::1d.sync.aligned;");

// cast and pack
nv_bfl oat 162 out[4];
for (int i =0; i < 4; i++)
out[i] = _ float22bfloat162_rn({tmp[i * 2], tmp[i * 2 + 1]});

/1 16-byte per thread wite (uncoal esced)
nv_bfloat16 *out_ptr = Cptr + (off_m+ tid) * N+ (off_n + n * 8);
reinterpret_cast<int4 *>(out_ptr)[0] = reinterpret_cast<int4 *>(out)[0];

}

/1 ensure all threads finish reading data fromtmem before deal |l ocation
__syncthreads();
if (warp_id == 0)
asmvol atil e("tcgen05. deal | oc. cta_group::1.sync.aligned.b32 %9, %.;" :: "r"(taddr), "r"(BLOCK_N));

FE—MRAEH tcgen05 ARMTER T | TEMREB N matmul_v1.cu.

« XEME T —R/NMET : electsynce BT LHBSEESE —MEERE TMA M MMA |, B if (tid == 0) , IR
AL AR ZETLE GPU BITGEE —MEE, BEXERAMRECEETRAZINE , URMRE , RERM A,
7 DeepGEMM HEER TIXMAE , R EREMMIZTHE,

- HALEA TMA K C EE2RAEF , RRVIMEXHIIAN, T , BRANEBNFEFRNTEENER
RNEFEHEER,

X M=N=K=4096 1=1T — L EHEM =,

LR TFLOPS
CuBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74
via ( Bt tcgen05 + 2D 16B TMA ) 254.62
v1b (3D 16B TMA) 252.81

R EEIETE CuBLAS B9 20%. £ Modal £ , AE KM RIEMERS , FM CuBLAS BEINHSMHEEA R
1700 TFLOPS , HItIXE 4 1500 TFLOPS HA =, EEEEMR , RXE2— X8 3D TMA , RMtZ X KEH
2D TMA B8, XiiBE , H TR E M BERLE TMA 5|8 % E RIF AL,

SREEEFER  BIXERCEBRERT | RIVRHERET tcgen05 WIFZFHAMN , AR EMNZBMFARSE
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fi#1E tcgen05

B

ap

mbarrier
Tensor Memory

TMA

MMA

Epilogue ( £REME )
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EQ
NRIEREEL TMA 5 tcgen05.mma HIiE L,
PEERM , BAR Tensor Memory ik #9453 Fik 2,

EHIHHB Tensor Map ; ®%Z A cp.async.bulk.tensor & TMA , #3&XI mbarrier
CEZS

HEEEBNMAGTBRAZNEFHRRF , K tcgen05.mma , BT mbarrier @5,

M Tensor Memory ERHH4E &,

21



B200 GEMM | SE& TR A 128 FHEF/MEKE swizzle

128 FTT 2 RFMNE S swizzle

RABAEE , NiZEA TMA XENR K swizzle R E : 128 T, BETRHBEFAET. XEFLLERETT swizzle
HERE K FiFANSBETUSZEREMNE,

Swizzle B —fE R L Z NI bank HRIVIEAR : ©RAFEHRIE X E KA BIE D HE 25 32 NHNF bank H,
Bz Hifd — Bank Conflict Visualizer BIERIX— K. T©EIART BF16 5R T Idmatrix ( 8x16B ) B [E4&E

X , ZER1FE bank HR, Swizzle BELFIREISTREIHIT XOR , FRA—THFHNARESIZRALKER
#, AETRITRATENER,

2026-04-08 B : AT E&1T , LIEEHER TMA B9 swizzle 1T 1.

TMA B swizzle B 16 ZTTANE, TR swizzle EXNIEEBEFHMNHIER KD . EFREHTEZSWML , FHEHS
H—LHERE, Sl , CU_TENSOR_MAP_SWIZZLE_128B RIR— 128 ZTHHIHIBERANE 8 N 16 ZT# T,
X 8 MNATRBITRSIFTER, TMILUT,
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/bank-conflict/

B200 GEMM | SEEE A 3E A 128 FHEF/MEKE swizzle

CU_TENSOR_MAP_SWIZZLE_NONE

[m, n] -> [m, n]

CU_TENSOR_MAP_SWIZZLE_32B

[m, n] => [m, n ~ (m%2)]

CU_TENSOR_MAP_SWIZZLE_64B

[m, n] => [m, n A (m%4)]

CU_TENSOR_MAP_SWIZZLE_128B

[m, n] => [m, n ~ (m%8)]

TMA 9 JLRP swizzle # .
EERNXEX AT EHEN FER swizzle B |, AAUEANTRE :
* ¥ BLOCK_M #1 BLOCK_N #Big 73 8,
s FRLEKNMEA 16 FH,
- HHREBEIRR 8,
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B200 GEMM | SEEE A SFAR 128 £ RMEE swizzle

o FFIHRATEIRRN 1o
AREFERRFBEHN swizzle EHER,

tRAEBERTRTREOMNERSH , EEE5 TMA BHRFRBHNEBHEHTATEX M. CUDA X#EiEH , T
32B/64B/128B swizzle , £ = N7 box RN E4E 2 5 T EEHET 32B/64B/128B ; KErEARN , ZRFEHFET
XKD, BR , TieEAWH swizzle X , AT swizzle TREI"HMRELRT 128B T —x , hMEE
=EE 32 MNATF bank FFEE, MREHAZAFNYE_4 tile , 2R THEHIXH,

CU_TENSOR_MAP_SWIZZLE_32B
Repeats after = [8,32B] = 256B
Swizzle every 128B = 4 rows

CU_TENSOR_MAP_SWIZZLE_64B
Repeats after = [8,64B] = 512B
Swizzle every 128B = 2 rows

. p
nN

1

CU_TENSOR_MAP_SWIZZLE_128B
Repeats after = [8,128B] = 1024B
Swizzle every 128B = 1 row

3 s

51

@
3

64

6,2

.Ta

2
E

)
]

75

TE swizzle EX THHREZRNEFWERF.
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https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#table-swizzle-pattern-properties-and-requirements

B200 GEMM | SE& TR A 128 FHEF/MEKE swizzle

i BRI TMA R swizzle = | AJLAk i —XE A swizzle B TMA & , BRIT—XTE A swizzle B
TMA 7t , AEREREL R, KBEBRITK , AWEEREXE | BXRUNIZBERE,

BRRB2E , EEEHE tcgen05.mma MAEREZ swizzle WHERNEF, HENEHERFHE 61-63 (LIEE
swizzle B , ERMNNTHREREZNENZRAMTLHR. BEHTHE—T , AABETEHXKR.

Swizzle # R swizzle BIASEH B Nel—5H R NAK swizzle
% ((8,m),(16B,2K)):((1x16B,SBO),(1,LBO)) Swizzle<0, 4, 3>
32B ((8,m),(16B,2Kk)):((2x16B,SBO),(1,16B)) Swizzle<1, 4, 3>
64B ((8,m),(16B,2K)):((4x16B,SBO),(1,16B)) Swizzle<2, 4, 3>
128B ((8,m),(16B,2k)):((8x16B,SBO),(1,16B)) Swizzle<3, 4, 3>

EX CuTe T RN THRAER , EXERHBEFBE -—THEFHRE,
« RFTHMKT 16B , REXHEFE,

« 5%%& None , ERERTERA swizzle BWHER , HREATHW v1 A%, SHFIRE ((8,m),(16B,2k)) , E1E SHIHIEE
2 ; $K2 (1x16B,SB0),(1,LBO)) , BIE B /EMIE 2.

« ((8,m),(16B,2k)) 2—NEA A , JLLEM A —MNRAH [8*m, 16B*2k] tile , HFPFBEZ MK/ [8, 16B]
tile, MIXLE [8, 16B] tile , IEZ Core Matrix !

« FEKRPMASHHBNEENS K , ERMEBRHEI T —1TAEMNIERE., SWIZZLE_NONE WE K2 16B , IR
Nz BN . 8/ 8x16B tile HUMIERNFEHIEL,

o XF SWIZZLE_32B , XIMNEKER T 2x16B , BB RYEBH IR EE—N 2 P RN LN, X
SWIZZLE_64B 1 SWIZZLE_128B thgefEHELIMEL |

BREE , XEHEARKER 90% RETER , HANBITREEA T FERNARE, BRIMNAZEE , £/
SWIZZLE_32B / SWIZZLE_64B / SWIZZLE_128B , 2FEENFRFE D BIZEMK 32/64 /128 FH . SRAIGERE
2D TMA tile IR , B AR SWIZZLE_128B ER TMA ERNE4HE R 128 FT,
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https://docs.nvidia.com/cuda/parallel-thread-execution/#tcgen05-shared-memory-descriptor
https://docs.nvidia.com/cuda/parallel-thread-execution/#tcgen05-canonical-layouts

B200 GEMM | SE& TR A 128 FHEF/MEKE swizzle

.
Global memory --

SWIZZLE_NONE SWIZZLE_32B
16B 328 328

=
BM

X F Rt

Before swizzling After swizzling
BK SWIZZLE_64B
64B 64B
|
Before swizzling After swizzling

EX B swizzle B tcgen05 FTEREZENFHRRHNER, A THENE  BHEINERT swizzle BIEHNER.

: RMEH swizzle B , tcgen05 EREA 8x16B tile HIBIELNF ; FH 32B swizzle & , MERFAN

8x32B tile HIBELEKNTF , HEFMMELERANZENE 16 T ¥ T, 64B M 128B swizzle BE, #AFH , WTF
128B swizzle , FA1<EHI 2 8x128B tileo

- FEREEH 128B swizzle , RN ERRAED , A 5= E, T3 , FELRELEBEMEBPEARE K,

RBAFRERE, w5 Tensor Map B , HHRHEHFHNEEM 8x16B BH 8x128B , H i swizzle RE N
SWIZZLE_128B,

/1 for 2D TMA
constexpr uint32_t rank = 2;

- uint64_t
- uint64_t
- uint32_t
+ uint64_t
+ uint64_t
+ uint32_t

gl obal Di ni rank] = {8, M;

gl obal Strides[rank-1] = {K * sizeof(nv_bfloat16)}; // in bytes

boxDi ni r ank] = {8, BLOCK_M;

gl obal Di ni rank] = {64, M;

gl obal Strides[rank-1] = {K * sizeof (nv_bfloat16)}; // in bytes, unchanged

boxDi nf r ank] = {64, BLOCK_M;

/1 for 3D TMA
constexpr uint32_t rank = 3;

- uint64_t
- uint64_t
- uint32_t
+ uint64_t
+ uint64_t
+ uint32_t

gl obal Di n{ r ank] = {8 M K8};
gl obal Strides[rank-1] = {K * sizeof (nv_bfloat16), 16}; // in bytes
boxDi ni r ank] = {8, BLOCK_M BLOCK_K/8};

gl obal Di ni rank] {64, M K/ 64};
gl obal Strides[rank-1] {K * sizeof (nv_bfloat16), 128}; // in bytes
boxDi ni r ank] = {64, BLOCK_M BLOCK_K/64};

/1 for both 2D TMA and 3D TMA

auto err

= cuTensor MapEncodeTi | ed(

CUt ensor MapSwi zzl e: : CU_TENSOR_MAP_SW ZZLE_NONE,
+  CUtensor MapSwi zzl e: : CU_ TENSOR_VAP_SW ZZLE_128B,
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B200 GEMM | SE& TR A 128 FHEF/MEKE swizzle

)

EAZH , N TMANEREASREDBIRAE, HRELRIBAE Tensor Map # , AL AFEEFNITEEBRN RS
MIERIR I

/1 issue TMA
if constexpr (TMAP_3D) {
const int off_k = iter_k * BLOCK K;
- tma_3d_gnen2snen( A_smem &A tmap, O, off_m off_k / 8, nbar_addr);
- tma_3d_gmen2snenm(B_smem &B tmap, 0, off_n, off_k / 8, nbar_addr);
+ tma_3d_gnmen2smen( A smem &A tmap, 0, off_m off_k / 64, nbar_addr);
+ tma_3d_gnmen2snmemB_snmem &B tmap, 0, off_n, off_k / 64, nbar_addr);
} else {
- for (int k = 0; k < BLOCK_K / 8; k++) {
- const int off_k = iter_k * BLOCK K + k * 8;
- tma_2d_gmenm2snen( A_smem + k * BLOCK_M * 16, &A tmap, off_k, off_m nbar_addr);
- tma_2d_gnen2snmenm(B_smem + k * BLOCK_N * 16, &B_tmap, off_k, off_n, nbar_addr);
-}
for (int k = 0; k < BLOCK_ K / 64; k++) {
const int off_k = iter_k * BLOCK K + k * 64;
tma_2d_gnen2snmen( A_smem + k * BLOCK_M * 128, &A tmap, off_k, off_m nbar_addr);
tma_2d_gmenm2snenm(B_smem + k * BLOCK_N * 128, &B tnmap, off_k, off_n, nbar_addr);
}
}

HF MMA , BEFDNREXRS . BEERHERNFHRE : (QULL << 61ULL) HB 128 FT7 swizzle, TEBRB
LBO , BA PTX BRIAER 1. T , REETWEXAZRER swizzle ERTH LBO ZIRRTAER , B,

+ 4+ o+ o+ o+

auto make_desc = [](int addr) -> uint64_t {
const int SBO=8 * 128; // size of the 8x128B tile
return desc_encode(addr) | (desc_encode(SBO) << 32ULL) | (1ULL << 46ULL) | (2ULL << 61ULL);
}s
BN EFEY — RN - EREBHHZNFibit. BT , BHEAEEELHE swizzle T, LA 64B
swizzle Il , RAREEREEZB=EEH 128B R
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B200 GEMM | SE& TR A 128 FHEF/MEKE swizzle

1st MMA 2nd MMA
Logical layout
BM
>
MMA_K = 32B
4B
1st address 2nd address
Physical layout
(64B swizzling)
| |
__7 [ __
e
|

fEF 64 =T swizzle B , EZERNESF MMA tile B A[#{t, BLOCK_M 1 MMA_M 2R 128 , Bl 16 /N 8x16B #4y ; A TIUERELRZE , XEB
Fe1i& R 32, Bl 4 /> 8x16B &4,

BN MMA tile WYIBHRBEREREHE IR, MRZEE“1st address”f“2nd address &7k , BREFE WM R IX
L file ERBEBEZNFHERR. BIZ—T , RIMNAREOERFRE-NMNLEERNFibut, BFKEENE , B
BEREE—1T, AGHEEHCLEF THREK. XHRE“1st address”H“2nd address”#I>KIR , TESKUEHA |
XEREBHERAR !

IERRBIMNEEFHZRERIR : SAEE [BLOCK_M, BLOCK_K] iIXMN&FEHR tile £ |, 38/ [BLOCK_M, 128B] ¥
R, F T LR TMA tile ; IEBTE [BLOCK_M, 128B] LiE/7 [BLOCK_M, 32B] &9 MMA tile,

/1 manually unroll 1st iteration to disable accunul ation
{
tcgenO5_mme_f 16(taddr, nmeke_desc(A_snem), neke_desc(B_snem), i_desc, iter_Kk);
for (int k2 =1; k2 <64/ MA K, k2++) {
uint64_t a_desc = nmake_desc(A snmem + k2 * 32);
uint64_t b_desc = nake_desc(B_snem + k2 * 32);
tcgenO5_me_f 16(taddr, a_desc, b_desc, i_desc, 1);
}
}
/1 k1 selects the (BLOCK_M 64) tile.
/] k2 selects the (BLOCK_M 16) tile, whose rows are sw zzl ed.
for (int k1 = 1; k1 < BLOCK_ K / 64; kl++)
for (int k2 = 0; k2 <64/ MA K, k2++) {
uint64_t a_desc = make_desc(A snmem + k1 * BLOCK M * 128 + k2 * 32);
uint64_t b_desc = make_desc(B_snmem + k1 * BLOCK_N * 128 + k2 * 32);
tcgen05_mre_f 16(taddr, a_desc, b_desc, i_desc, 1);
}
asmvol atile("tcgen05.commit.cta_group::1l.nbarrier::arrive::one.shared::cluster.b64 [9%9];"
"r"(nmbar_addr) : "menory");

¥ #% 128B swizzle Wz BIX L | TEARB A matmul_v2.cu, BIRETEEN,
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https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/matmul_v2.cu

B200 GEMM | SE& TR A 128 FHEF/MEKE swizzle

A TFLOPS
CUBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74
via ( B tcgen05 + 2D 16B TMA ) 254.62
v1b (3D 16B TMA) 252.81
v2a (2D 128B TMA) 681.20
v2b (3D 128B TMA) 695.43

BEARBERA | EEVIRT 2.7 5, BARMAGRKLREER T CuBLAS 46% HIEE, HINATUAKEMILT , BRK
ERR[IEFTE,

RINENFEEE swizzle B ? x5 , RBESBETMAFHITE swizzle b5, EIRRTE Tensor Map 43
Afi& B CU_TENSOR_MAP_SWIZZLE_128B , HEHXZERNEFHARFFFILE 61-63 18N 2, ®AEFER , R
TMA 5 tcgen05.mma ¥ swizzle FISEIRF— , BIFEAR T — M AX , RBEFFERE , HEPAR
EH,

s RMNAREME |, 128B swizzle ERREFEHAERMN tile , M 16 FTHERK 128 T , MFARARM swizzle, &
#it tcgen05.mma £ /A 128B TLHY tile , FLA4Z A 128B swizzleo

IEREEERT bank HZRIE ? Swizzle BEWA NE SR bank HRIKAR |, BE - PMHNKRENFIE bank HRG
?EZ—T , E-NAKFHEF 8x16B tile ERELRFHR , RIFBEZEEE 32 4 bank | Fitt , BMERSE - MR
, Big F B RRIFTE bank M3,

o XN HTRIZ tcgen05.mma BIRXMNEZRNFHINEL— 8x16B tileo AXFTAA , Idmatrix.x4 F2XH TEHW ,
B PTX XHREHA , BFBERIE tcgen05.mma tBR AR FRIERX, Fl20, J3 AMD MI300 B4R
EWARAE , ZGPU A —MipEER  MERENERNETHER, RAITATLA ncu BiE , {8 Modal T2
it ncu HRINPR,.

o BREEHFMN—NMEFRAREE : TMARAZEEEARN , 2RAEMNHER, W 3IDTMAMS , v1 M v2

I BBIKTIR &R [BLOCK_M, BLOCK K], X#t—F3ieH , TMA SIZXNELHHEX T EMERNES N, H
TMA S EEN XN ZENEBNIE , tiFEL2EAMTE , RERTHNE, B , XMEBRBALA ncu B
U,
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https://github.com/nod-ai/amd-shark-ai/blob/v3.9.0/docs/amdgpu_kernel_optimization_guide.md#avoiding-lds-bank-conflicts

B200 GEMM | & iR A8 KL

Tk ek

T—SEARIIRAKE, XBERAAmpere RiE” : N HRAKLEREHRLAEN NN BHNEBINEFIHRERN
FMELTHTF , BIMRZIERE - IMHEREFEEFAX. BEEHUT,

tenmplate <int BLOCK_N, int BLOCK K, int NUM STAGES>
__global __
__launch_bounds__(TB_SI ZE)
voi d kernel (
const __grid_constant__ CUtensorMap A_tmap,
const _ _grid_constant__ ClUtensorMap B_t map,
nv_bfloat16 *C ptr,
int M int N int K
) |

/1 use lanbda for convenience.
auto load = [&] (int iter_k) {
. Il issue TMA here
b
auto conpute = [& (int iter_k) {
. Il issue tcgen05. nma here

}s

/] prefetch NN1 stages
for (int stage = 0; stage < NUM STACES; stage++)
| oad( st age);

/1 main loop, iterate along K dim

for (int iter_k =0; iter_k < K/ BLOCK K; iter_k++) {
/1 prefetch the next stage -> N stages in flight now
| oad(iter_k + NUM STAGES - 1);

/1 wait for the current |oad stage to finish

/1 N1 load stages in flight now,
/1 but we are also doing 1 conpute stage.
conpute(iter_Kk);

/1 wait for the current conpute stage to finish
/1 so that the buffer is freed up for the next prefetch.

}
}

RNEBREBESFENEEN TMA MEM R, FEREE . 1 TMA BT ERER — mbarrier, KE0RBU3N
BAT AR 24 |, TAEEEF matmul_v3.cuo

AR A TR TFLOPS
CuBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74
v2b (3D 128B TMA) 695.43
v3 (kL ) 939.61

KRR R |, KE 35% , FAREL-RBLAEE,
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https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/matmul_v3.cu

B200 GEMM | & iR A8 Warp THI4 T ( Warp specialization )

Warp TE24 T ( Warp specialization )

Z B E B4 %RIEE Warp specialization X MEE. ©HAIH CUTLASS 5| A , AkEmER 46 Hopper GEMM,

BREMEE  BERKE TMA M MMA BREE—EE , R ZHE—"FR warp | M warp RITECSH
EEH , B REBEFHIBRE M if (warp_id == 0),

const int numiters = K/ BLOCK K;
if (warp_id == 0 & elect_sync()) {

/1 TVA war p
for (int iter_k = 0; iter_k < num.iters; iter_k++)

}
else if (warp_id == 1 & elect_sync()) {

/1 MVA war p
for (int iter_k = 0; iter_k < num.iters; iter_k++)

}
£ Blackwell £ , Hopper t2—# | Tensor Core X TREFARENLERFISETN. it , RIATULRES

% tcgen05.mma , MABEFFEMNTRRHEAT MR, 3, HEDMER - REH MMA TBERHFIBT R
MEF XA, TMA ZF8ETTia 10 & HIEEE.

issue TMA4

Ampere-style

buf0 TMAO wait MMAO TMA4
Main loop buf1 issue TMAO TMA1 :' \
buf2 TMA2 Yy .
M 1 ll not waiting f(?r TMA4, but issue
buf3 ‘ITMAS :. |‘ MMA1 after g TMA4
wait TMA0 Y MMAO N MMA1
issue MMAO issue MMA1
A
time
Blackwell
Warp specialization issue TMA4
buf0 TMAO wait MMAO 4 TMA4
TMA Warp bUﬂ issue TMAO TMA1 I| :' TMA5
buf2 TMA2 h TMAG6
buf3 TMA3 TMA7
buf0 wait TMA0 Y. MMAO
MMA Warp bUﬁ issue MMAQO MMAT
buf2 MMA2
buf3 MMAS3
A
R »
time

Ampere £ 4 F5fikek (£ ) 53X A warp specialization B Blackwell 4 &5k (T ) »

AT MAZEZTEN MMA M ER , BRIVEHAZ mbarrier IR , G282 ZEEED TMA B ER—#.,
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B200 GEMM | & iR A8 Warp THI4 T ( Warp specialization )

/1 set up nbarrier

/1 we have NUM STAGES nbars for TMA

/1 NUM _STAGES nbars for MVA

#pragma nv_di ag_suppress static_var_with_dynamc_init

__shared__ uint64_t nbars[ NUM STAGES * 2];

const int tma_nbar_addr = static_cast<int>(__cvta_generic_to_shared(nbars));
const int mma_nbar_addr = tnma_nbar_addr + NUM STAGES * 8;

if (warp_id == 0 & elect_sync()) {
for (int i =0; i < NUMSTAGES; i++) {
/1 MVA warp checks the conpletion of TMA using tnma_nbar
/1 there is only 1 thread issuing TMA, hence init nbar with 1.
mbarrier_init(tma_nbar_addr + i * 8, 1);

/1 TMA warp checks the conpletion of MVA using mra_nbar
/1 there is only 1 thread issuing MVA, hence init nmbar with 1.
nbarrier_init(ma_nbar_addr + i * 8, 1);

}

asmvol atile("fence.nbarrier_init.release.cluster;"); // visible to async proxy

}

TMA warp 1 MMA warp BISRERRBLIEELEHEH mbarrier REFMKES, XXM L5024 , BET
DEEZEAB,

s AREFEERIEEN—KR TR, TMA FRIZZERSF MMA, XRE AT phase = 0 B , HEZHXAKR
At TMA £/ , TLEZFRESIKE. LBEFEREE  F TMA warp AXRKRE MMA EEE R phase B
AN,

/1 inside the code for TMA warp

/1 wait for MVA

const int stage_id = iter_k % NUM STACES;
nbarrier_wait(ma_nbar_addr + stage_id * 8, phase ~ 1);

o ZFHIRM phase 2ERIEH , BH TMA Fl MMA £ It &4,

o BEAIZE DeepGEMM AN X#HXHM, FEELE , E%iﬁ’\]?]“}iﬁ%ﬁ TMA warp 1 MMA warp 23 B B
D ZEEIRER phase parity, X8 , 7£ TMA warp FR#1%8{t mma_phase = 1, £ MMA warp F #1181t
tma_phase =0 E17], ERtESEER , BN EIH— phase “EEWVE’JTHLL AR TRENER.

3 F epilogue , & ¥BEMA _ syncthreads() E1F TMA warp 1 MMA warp £3R , RAEBRITERERE,

/1 warp specialization
if (warp_id == 0 & elect_sync()) {
/1 TVA war p
for (int iter_k = 0; iter_k < numiters; iter_k++)

}
else if (warp_id == 1 & elect_sync()) {
/1 MVA war p

for (int iter_k = 0; iter_k < num.iters; iter_k++)

}

/1 wait for all warps to reach here
__syncthreads();

/] epilogue code

Am , EWRERE-ELIN, FARER , RFTER J , __syncthreads() H#TRIE MMA B/ , RRIEKE—
% tcgen05.mma BER 5. EEWESRE—X MMA | XA mbarriero —f5 AR ITERE—% MMA X
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https://github.com/deepseek-ai/DeepGEMM/blob/9b680f42/deep_gemm/include/deep_gemm/impls/sm100_bf16_gemm.cuh#L184

B200 GEMM | & iR A8 Warp THI4 T ( Warp specialization )

RN mbarrier , AR E H8IH phase. EEEN T ERIMAEH — mbarrier, HEFFEARZERNERIT—
tcgen05.commit, HER T 5&,

/1 set up nbarrier

/1 we have NUM STAGES nbars for TMA

I/ NUM_STAGES nbars for MVA

/1 1 nbar for nainl oop

#pragnma nv_di ag_suppress static_var_with_dynam c_init

__shared__ uint64_t nbars[ NUM STAGES * 2 + 1];

const int tma_nbar_addr = static_cast<int>(__cvta_generic_to_shared(nbars));
const int mma_nbar_addr = tnma_nbar_addr + NUM STAGES * 8;

const int mainloop_nbar_addr = nmma_nbar_addr + NUM STAGES * 8;

if (warp_id == 0 & elect_sync()) {
for (int i = 0; i < NUMSTAGES; i++) {
nbarrier_init(tnma_nbar_addr + i * 8, 1);
nmbarrier_init(mme_nbar_addr + i * 8, 1);

}

/'l epilogue warps check for the conpletion of mainloop using nmainloop_nbar
/1 there is only 1 thread issuing TMA, hence init nbar with 1.
nbarrier_init(minloop_nbar_addr, 1);

asmvolatile("fence.nbarrier_init.release.cluster;"); // visible to async proxy

}

/] other initial kernel setup

/1 warp specialization
if (warp_id == 0 & elect_sync()) {
/1 TMA war p
for (int iter_k = 0; iter_k < num.iters; iter_k++)

}
else if (warp_id == 1 & elect_sync()) {
/1 MVA war p
for (int iter_k =0; iter_k < num.iters; iter_k++)

/1 signal when tcgen05 finishes with the nmain | oop
asmvol atile("tcgen05.commt.cta_group::1l.nmbarrier::arrive::one.shared::cluster.b64 [9%9];"
"r"(mai nl oop_nbar _addr) : "nenory");

}

/1 wait for mainloop to finish
__syncthreads();
nbarrier_wait (mai nl oop_nbar_addr, 0); // inplied using phase = 0

XEM _ syncthreads() 2k, RPRERR , THBRIAFNEERTLE TMA 5 MMA 89 warp , £ &

Ja—% tcgen05.mma KB 8l , BB TE mbarrier EBiE. REXS , ©AEERH L TMA warp 1 MMA warp
AHENDE , @R C++ BEASEEMIERBPUEEWEBEUAERNIT. T, nvee M ptxas tLIFELB/A T HE

HRYP LA REMRT THMN CUDAEY., Bz , XEIZRNEN , RALERBEHRIL,

matmul_v4.cu XK T4 29% BIHE | T £ E L4 LA CuBLAS T,

M E R TFLOPS
CuBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74
3 (k) 939.61
4 (Warp EHH T ) 1208.83
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https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/matmul_v4.cu

B200 GEMM | B s iR A X SM MMA ( 2-SM MMA )

X SM MMA ( 2-SM MMA )

Blackwell &8 —MEEEHITHAEE : FINEKTRERM Tensor Core AJLABMEITE R — MMA tileo BIBAL AR T,

BN /2 .
MMA_N = BN <
BO B1 BK = 32B
A A
BM AO CoO
4
MMA_M
=BMx 2
A1 C1
\ 4

M SM MMA HIE#EHLI, A0, BO, COfZF CTAO, A1, B1. C1{LTF CTA1,

1 CTA , UM BLIERN B —Fhii % | BH Atile M Btile W—3% |, ERHREHEN—¥, MMA_M FATTEL
IKE) 256 , 2EEE SM MMA BH % , T BLOCK_M 38 128, MMA_N #J EBRREE , MHAKR AR 256 , B3I
EEN CTA REERE—¥H Btile. MBIULBF/UNETHESR : 84 CTA B Tensor Core NHGEE —RENE
i Atile, ERITE COTFTEEA1, R ; B Btile W—¥ERBAHEENE , B—¥KH Peer CTA Y
HERTF, Peer CTA B PTX XRIEAMWERRIE,

- BERNR  ELERA , LEMNEE PTX XHFBEEEHI |, R EBRE R, EEMEREFHERE , §l
2N Modular Blackwell R%|# 28 —F1E% , LAK Colfax #Y Blackwell X E,

EiFHAD SM HEITE , B AR EEF A Threadblock clusters , th Rl 2 &TRREE,
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https://www.modular.com/blog/matrix-multiplication-on-nvidias-blackwell-part-3-the-optimizations-behind-85-of-sota-performance
https://research.colfax-intl.com/cutlass-tutorial-gemm-with-thread-block-clusters-on-nvidia-blackwell-gpus/
https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#thread-block-clusters

B200 GEMM | B s iR A X SM MMA ( 2-SM MMA )

__global __
__cluster_dins__(2, 1, 1)
__launch_bounds__(TB_SI ZE)
voi d kernel (
const __grid_constant__ CUtensorMap A_tmap,
const _ _grid_constant__ CUtensorMap B_t map,
nv_bfloat16 *C ptr,
int M int N int K
) |
/1 CTA rank in a cluster
int cta_rank;
asmvol atile("nov.b32 %, %Weluster_ctarank;" : "=r"(cta_rank));

}

EWE M BLIERN CTA rank , AT BAEZIEE %cluster_ctarank B8, 7 , EVRIBREAN CTA £EH
R K FWNEENEKERSER—NERH, Fit , RIFEEHEMEA cta_rank = blockldx.x % 2 EH T, A 6

TMUBHBEESZ CTANBRAER , BEREKKIESZHNER : WSMMMA REEFA CTA,

EiXPMW SM MMA & |, RE—4 CTA £ MMA, Eilt , BFEHIT,

CTAO CTAf1

TMA TMA

!

[ TMA mbar ]

|

MMA

Mainloop mbar Mainloop mbar

Epilogue Epilogue

M SM MMA RitHFHRELSER, RE CTAO K2 MMA, AEERESE , BT TMA BE MMA mbarrier 1§ MMA #E £,

B3 EE : gau-nemnst - RRISKBRE

35



B200 GEMM | FEEH SRR M SM MMA ( 2-SM MMA )

AUEE , B CTA B TMA #8@ CTAO B9 TMA mbarrier IRE TR HE, X , AT HRNHD CTA XiE MMA
#) CTAO MMA warp , R BT A H# mbarrier , MBEZEHILH TMA #5ER. WRESEHRMT,

/1 clear the cluster rank bit of shared nenory address
/1 https://github.com NVI DI A/ cutl ass/ bl ob/v4. 3. 1/incl ude/ cut e/ arch/ copy_snl00_t ma. hpp#L113-L115
const int nbar_addr = tma_nbar_addr + stage_id * 8;

+ const int nbar_addr (tma_nbar_addr + stage_id * 8) & OxFEFFFFFF; // this is on CTAO

/1 change to .shared::cluster

asmvol atile("nbarrier.arrive. expect_tx.rel ease.cta.shared::cta.b64 _, [9®], %A;"
+ asmvol atile("nbarrier.arrive. expect_tx.rel ease. cta.shared::cluster.b64 _, [9®], %A;"
c "r"(nbar_addr), "r"(A_size + B_size) : "menory");

« X TMAWAZREKRYE , AAEN CTA PARBENZRIECHEERNE, TLARTHERELABHN
mbarriero X F B, 84 CTA RnE — ¥ B tile,

o FERERU , RIiZA mapa BT, AR EAFHEIRIT S - CTA BMkit, £33 , RE CUTLASS K
FHRETXMuEBRERT , TREERAT.

MBEZEAZRTIIF , RENZITIE MMA REABHNE, BEX—H2ESRMET , PRASAEE AT,
ER®F |, CTAO B MMA warp £BH 7 CTA F# mainloop mbarrier , itE1RE MMA BERER. XA
multicast , R RIERE —FKEERKZZZNER,. BARPERZEEREEEE , CTAO MMA £ EFHEA CTA
F 9 MMA mbarrier ZiEERIES

asmvol atile("tcgen05. conmit.cta_group::1.nbarrier::arrive::one.shared::cluster.b64 [%9];"

o "r"(mra_nbar _addr + stage_id * 8) : "nenory");
+ constexpr intl6_t cta_mask = (1 << 2) - 1; // 0bll in binary
+ asm
vol atile("tcgen05.commt.cta_group::2.nbarrier::arrive::one.shared::cluster.multicast::cluster.b64
[9®], 9A;"
+ o "r"(mma_nbar_addr + stage_id * 8), "h"(cta_mask) : "nenory");

s —NEAWEBER : BSELAMETZRAZERNFMIE ? 177 PTX XRNHAHTHER  AIUEE .
cta_group::2 X%,

mbarrier § 5 2WZEEN BN B CTA HERAFEH S mbar HENRBMNLE.

. WBIBHIEM CUTLASS &3k 15 |, B) & OXFEFFFFFF , RITAE R EZREFEMUt B — Mg , A FRBHHE
EEiminXig, Hit , BHRAEERF cta_mask , FIREMHMAITEREITiHF MU ; thAJsEE REF I D EAL,

s HIWFE—ANEEEXR : F[E clusterrank # , HERNERNROMRISLATE — B, BIE CTA1 FEH TMA
mbarrier , B REERXRANEIEME , BABRTERTHMANRBNAER.

BEZ AL MMA BRI, X SM MMA B .cta_group:2 MiRFRT~ , ALt REEFEESNHRZAFERE.
BB HRFIERD —NEKK tile : MMA_M = 256 , 1 MMA_N AIi8, HERFHEAF-FHIULERRR : WA
BREIHERD CTAF | ZWAEREES ? HIZ—T , SMNMEAFERFREER— it |, M
tcgen05.mma Xt A fl B th & REFW —NMERRF , TAREEXIEES M EMIL A, B #IR,

s T AMBRNENAZENERRE , URNAN MMA FEFERXLERF , PTX XEEBASBRD , AERR
RRFEWET, XURBEZHH LBO M SBO REMNEFH, RREHIZMRIR : BFEEFE CTArank £
EHTEN B, XNFUHESITHE , EMXAEALAR ? #FEFHAZREZAFBILEE MMA |
BEXtAAEE , RARZERFHERFRAREBUBNRZE 18 L. XLEFUIRERN,
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https://docs.nvidia.com/cuda/parallel-thread-execution/#data-movement-and-conversion-instructions-mapa
https://docs.nvidia.com/cuda/parallel-thread-execution/#tcgen-async-sync-operations-commit

B200 GEMM | FEEH SRR M SM MMA ( 2-SM MMA )

FZJZW =2 , GPU-MODE Discord R firadeoclus #EEE TiX— K. A, RAFEFEARBLEZTHNFibHE
BEHBRANTRHEZANFPHERREBHALERBIE. XSHIET multicast B9 tcgen05.commit 4L , it — i
B : F[E clusterrank F , RERFXN RN A B LIAEE.

B4, K28 MMA WRBEITSEAARTL , RABRERXZHNEHERFTN , MAEAXMEFK, EE—LEFRK
BZBARBARIRENAT -

o E—ABEPH tcgen05 B HSME—EM .cta_group::1 ME—FEA .cta_group::2, At , EERERIIMNEHA
tcgen05 £ , B4 tcgen05.alloc , B4R A .cta_group::2.

 T£ cluster fEAIEA , 5 _ syncthreads() Xt RZ#Y = barrier.cluster.arrive.release.aligned

barrier.cluster.wait.acquire.aligned iX —XJ3§ %, ©1{1RM7E mbarrier  Tensor Memory #]#81LJE , SA% Tensor

Memory BHREIER. XL, REXMNAZLB Tensor Memory B5&E £/ cluster barrier , EMRE HE
BT, BIXEESIATESEZYE.

s MATFANBFEAREAUEL , B—IMEENFD CTAR M 455, Hitt , FEIFE block ID KBRS,
AR BHTRE-ATHRIERR,

/1 bid runs along N-node first
- const int bid_ m=bid / grid_n;
- const int bid_n = bid %grid_n;

/1 bid nust run along Mnode first so that .cta_group::2 works correctly
+ constexpr int GROUP_M = 2;
+ const int bid_m=bid/ (grid_n* GROUP_M * GROUP_M + (bid % GROUP_M;
+ const int bid_n = (bid/ GROJP_M %grid_n;

FTEXIN matmul_vs, BEY , R1H 8% HWIMEERTAKXE

LR TFLOPS
CuBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74

4 (Warp TERH T ) 1208.83
v5 (2-SM MMA) 1302.29
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https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/matmul_v5.cu

B200 GEMM | SEEH X iFEA BALRE  BSEE

BFALA% : BSREE

BFEBIALE , RNEX—BEFAM#I : 5&%1&@'@%%']*)? R BREERREMET, INEZCLERE DI
BIAT . ERAE , Modal FIEAE ncu HREINER. R , BIDEE S —1 . AAZBEEEZIAT ( Intra-kernel
profiling ) »

KU BN XMEAR , H4E AMD Distributed ZFEFFERAT, BHREMEE  REN#HSTES , ERAKPEERE
BRI FF IR R R ETE |, REFEIRREIR K Chrome trace , A Ul Perfetto AI#l{t, XBEBEELEBEKT , 1B
BFf. AHBBAER profiler.h # matmul_v5.cu , EHIHS HR main.py#L45,

XK A warp specialization #93X SM A% , AILABEI T EIX % Chrome trace,

00:00:00 + 00:00:00 00:00:00 00:00:00

000000 000 000000 000 020 000 000 040 000 000
J——|6ms 467us 918ns

2N Y SoUntitled .. CRRE SR idle Tensor Cores

~ Process 0

Thread 24 warp0o - TMA X I:ll “‘ \|\|\||| | m
Thread 25 warp1 - MMA X Himi E3
Thread 26 warp2 X I:Il E
Thread 27 warp3 X m] |  EP |
Thread 616 X ] AR e
Thread 617 X O 1 LCOEEECEREAT e g AT
Thread 618 X 0 1 [EPZ)|
Thread 619 X O | | EP..|

~ Process 1 X I:I

Thread 29 warp0 - TMA X N 1 [JWAY | P
Thread 30 warp1 X EII  EP. |
Thread 31 warp2 X O I E
Thread 32 warp3 X ] |  EP. |
Thread 621 X O AN eEea
Thread 622 X O 1  EP. |
Thread 623 X O 1 P |
Thread 624 X 0 1 [ EP. |

v5 R RER M REEI AT, SRIR : profile_v5.json.gz.
o AILUBN EEF R EEEE T E Chrome trace , BB https://ui.perfetto.dev/ REXEE,

REAE |, epilogue MIERBIRNWAVRIZE SIETHY -2 AKZITHIE , $588 T Tensor Core FIFAE : 11T
epilogue Bt , Tensor Core 4 FZ= RS, BEBRARZIFANAR ( Persistent kernel ) : RFzh 148 MMk
IR , ET Modal B200 LH) SM B & ; BMEBRERLES N tle, AR —NEBERALE - M
tile, XBEMERNFL

1. BMAKREITHE , 840 SM RAFDHRIL—K , MALAE M tile #BHBIL—IK,

2. ik epilogue 5 TMA, MMA E& : ¥ epilogue warp 1T tmem->rmem, FIERE £ F rmem->gmem B
, TMA warp 5 MMA warp B BASEE4L B T — N tileo

Mz el —# , BAVEM mbarrier EBWHIAEA warp, HE 2T, £EB TMA<->MMA BWEFi&it : ERARA
mbarrier , 7B AMAN T EEERZZPXFAERERS. NERBEL LY , XKRREEEFEX , REHRFAS
: TMA EIRA BB A EEE | MMA SERXLERIE , AEERERERE R,
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https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/profiler.h
https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/matmul_v5.cu
https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/main.py#L45
https://github.com/gau-nernst/learn-cuda/raw/3b90ac9b/02e_matmul_sm100/trace_v5.json.gz
https://ui.perfetto.dev/

B200 GEMM | 528 %7 BAILRE  BETE

XN B A AT B B H 818 mainloop->epilogue @A, MEFEZMH AR ZE Tensor Memory &4 X : mainloop
BEFE | epilogue BERE, BIFFX Tensor Memory ERAXE H 1T , LT — N tile B MMA &4F £ —
A tile B9 epilogue SERLENT], {BZEZE] Tensor Memory BB FE# , 14 512 5 , T BLOCK_N HFAXRE 256
, BERAREFEANE A,

o PRSRN , XEMNEFER MMA warp , BEEREEEFE N mainloop, F£— , XAEFESHEENZTMER
TE , RIFME tle, MTARZRMA tile e ; F= | RFELBERWX P XRALEFEEHREE.,

BEZITOT,

if (warp_id == 0 & elect_sync()) {
/1 TMA war p
/] iterate over output tiles
for (int this_bid = bid; this_bid < numtiles; this_bid += numbids) {
/1 mainloop: iterate along K-dim
for (int iter_k = 0; iter_k < num.iters; iter_k++) {
/1 wait for MVA of the current shared buffer

/] issue TMA (producer for TMA<->MVA pair)
/'l signal TMA done

}
}

}
else if (cta_rank == 0 & warp_id == 1 & el ect_sync()) {

/1 MVA warp (CTAO only)

/] iterate over output tiles

for (int this_bid = bid; this_bid < numtiles; this_bid += numbids) {
/1 wait for epilogue of the current tnmem buffer

/1 mainloop: iterate along K-dim

/1 (producer for mainloop<->epil ogue pair)

for (int iter_k = 0; iter_k < numiters; iter_k++) {
/1 wait for TMA of the current shared buffer

/1 issue MMA (consuner of the TMA<->MVA pair)
/1 signal MVA done

}

/1 signal mainloop done

}
}
else if (warp_id >= 2) {
/] epil ogue warps
/] iterate over output tiles
for (int this_bid = bid; this_bid < numtiles; this_bid += numbids) {
/] wait for nminloop of the current tnem buffer

/1 perform epil ogue (consumer of the nmainl oop<->epil ogue pair)
/1 signal epil ogue done

}
}

- HHEEFEEERESD B R TMA<->MMA F mainloop<->epilogue. EAIXBAHEBNEZLZHE , LF2
mbarrier , BEZBFEBFAANEAXEERE : sIEARLZERNE , FEH Tensor Memory,
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B200 GEMM | SEEE A 3E A BAARK  BSRE

« SZE®MT , AN MMA warp EZEAFHE TMA<->MMA F1 mainloop<->epilogue FAXR , AT HER
ZtE, Bl , METEEBA stage_id = iter_k % NUM_STAGES RiEBEXB/BARFNWHENEFEFKX , B
TMA fl MMA FIRSEEBHH tile FE#H, SUBEIXLHRT,

« 3¥E , MEE T R epilogue warp , MABE M TMA warp #l MMA warp R31T epilogue, X2HER ,
7 epilogue AEEIH I T TMA Fl MMA 1217, Btk , AEHREZE 6 M warp : 1 MR TMA |, 1 N MMA
, 4 NAE epilogue. BIRT , EADEE 4 4 epilogue warp FAETS A TR/ Tensor Memory,

matmul_v6.cu # 3R T T EX 5K E ST Y Bt A 4% o

00:00:00 + 00:00:00 00:00:00 00:00:00
000 000 000 000 000 000 020 000 000 040 000 000

X S Y &% Untitled Workspace

~ Process 0
Thread 36 warp0 - TMA

Thread 37 warp1 - MMA
Thread 38 warp2 - epilogue
Thread 39 warp3

R
N 000 O O 0 10
T oo e warwanoce e |
| BTN I |
T oo o | varwanoor e |
T wwer o [ womoe o )

T T
|

| R I |
| TR I |
T wawanoo T | oo e
| I I |

v6 PRI RERMERESIAT, SRR : profile_v5.json.gz.

Thread 40 warp4

X X X X X X

Thread 41 warp5

~ Process 1
Thread 43 warp0 - TMA

Thread 44 warp1 - nothing
Thread 45 warp2 - epilogue
Thread 46 warp3

Thread 47 warp4

X X X X X X

Thread 48 warp5

M LT/ trace & , epilogue & TMAIMMA WEBEFEE , hiFRHMB ARG HROTM , 2 TMA
Tensor Core WZERREIERZE /Y. &L , FA1EZET CuBLAS 98% MIEE |

A% A TFLOPS
CuBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74
v5 (2-SM MMA) 1302.29
V6 ( BALAK , BBEE) 1475.93
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https://github.com/gau-nernst/learn-cuda/blob/3b90ac9b/02e_matmul_sm100/matmul_v6.cu
https://github.com/gau-nernst/learn-cuda/raw/3b90ac9b/02e_matmul_sm100/trace_v6.json.gz

B200 GEMM | SE& TR A GRIE

ZRE

B3 — T F &R,

A E R TFLOPS
CuBLAS (PyTorch 2.9.1 + CUDA 13) 1506.74
via ( Bt tcgen05 + 2D 16B TMA ) 254.62
vib (3D 16B TMA) 252.81
v2a (2D 128B TMA) 681.20
v2b (3D 128B TMA) 695.43
v3 ( Fiké ) 939.61
v4 (Warp EE5H T ) 1208.83
v5 (2-SM MMA) 1302.29
V6 ( FALNE , BANEE ) 1475.93

BANESHEE CuBLAS , BXARBRFBIXINIREN Bir. BRRAREEM tcgen05 MERMAZE , URBHHH
—RWAZE , X—KE2MMET. MEBEM/INMEHGGEEEY CuBLAS , RtEF21RF. £E  RINEELSKE
MARTFHE L2 FIAZRK threadblock swizzle , %85 £/ Blackwell B9 Cluster Launch Control, XFE%EE
NBIIREERGEIE,

BREtHidFR—ENMNANE, SHTEABEHFRNNIES , ZIEEHS Blackwell By Tensor Core 4RfE LRI LA E
B5. " BABAEREEENZTERRMAALKHY , RITZRAEXERER, SHIHRTLE tile EEEE , M
TRE&EEE. Hit, BRT epilogue P — R E £ M ITE , ERFTEEN T ELEN I KB ; BEEE
swizzle BBFFEEBZITE | T3, IAFF tcgen05 5 CUDA Core BERERT , Hl0 attention , ATRERIBE|
—LeBkEL , N generic proxy & async proxy Z [BlHE SR A EER M T K. Flash Attention 4 Rz 2 EBHIEH
=4,

&g, BRELUTHE SRS

« DeepGEMM : ERBERITAREMNEARL PIX ETHNERSE, RAGHT L —ERERXMUBE
NXE A6 RERBRETHNEEBE,

« Modular Blackwell %] : B R TF 2 tcgen05 EEH S , MiXLHBEHMERFERIRE,
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https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#cluster-launch-control
https://github.com/deepseek-ai/DeepGEMM
https://www.modular.com/matrix-multiplication-on-blackwell
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